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Spectral smoothness allows separation of 21cm. Options:  
1 Fit power law to maps 
2 Remove low order polynomials or some constraint fit (Harker et al.)  
3 Measure components and model (PCA by Liu)  
4 Measure modes from a given FG model (Karhunen-Loeve Decomposition by 
Shaw 2013)  
5 Model independent methods (FastICA by Chapman et al.)  

Issues:  
- Mode mixing of angular and frequency fluctuations by frequency-dependent 
baselines (esp. interferometers); gain fluctuations…  
- Robustness biasing introduced if foreground model poorly understood (esp. 
non-Gaussianities) although excellent results.  
- Statistical optimality need to keep track of transformations on statistics, for 
optimal estimation

Used techniques
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dependence is known to vary across the sky. This occurs both be-
cause the synchrotron spectral index β depends on the energy distri-
bution of relativistic electrons (85), which varies somewhat across
the sky, and also because the ratio of synchrotron to dust and other
emission components can vary from place to place. In contrast,
equation (2) assumes that a map of Galactic emission looks the
same at all frequencies except for an overall change in amplitude.

3.2.2 Polynomial and spline fitting

Now that so much data is available, it is tempting to allow much
more general fitting functions such as polynomials or cubic splines.
We tested both of these approaches here and found that they gave
their most accurate results when fitting in log-log (when fitting lg T
as a function of lg ν rather than using T and/or ν directly), since the
function to be fit is then rather smooth – see Figure 3 (top panel).
For instance, the quadratic polynomial fit

ln T (!ri, ν) = α(!ri) + β(!r) ln
ν
ν∗

+ γ(!ri)
"
ln

ν
ν∗

#2

(3)

generalizes equation (1) to a position-dependent “running” γ of the
spectral index β. For a given pixel i, let mi denote the number of
surveys that have observed it (6 ! mi ! 11). Re-writing equa-
tion (3) in a matrix form, we obtain

y = Ax + n, (4)

where y is an mi-dimensional vector that contains (the logarithm
of) the temperatures at the ith pixel at the mi survey frequencies,
A is anmi × 3matrix that encodes the frequency dependence, and
x is a 3-dimensional vector that contains the α, β and γ values at
the ith pixel. The extra term n denotes noise in the broadest sense
of the word, i.e., receiver noise, uncorrected offsets and calibration
errors, and any other systematic effects or other non-sky signals
present in the survey maps. This is an overdetermined system of
linear equations since we always have mi > 3 input maps avail-
able, and assuming that the noise has zero mean, i.e., ⟨n⟩ = 0, the
minimum-variance estimator for x is

x̂ =
$
A

t
N

−1
A

%
−1

A
t
N

−1
y, (5)

with covariance matrix

Σ =
$
A

T
N

−1
A

%
−1

, (6)

whereN is the noise covariance matrix ⟨nnt⟩. In Figure 3, we have
simply approximated N by the diagonal matrix with Nii given by
the rms of the ith map (we find the recovered maps to be rather
insensitive to the choice of N). By performing this calculation for
all the pixels in the sky, we obtain all-sky maps of the quantities α,
β and γ. Finally, to obtain a sky map at any frequency ν, we simply
use these values of α, β and γ in equation (3).

We also tried the approach of fitting the (log-log) frequency
dependence in each pixel to a separate cubic spline. This involves
even more fitting parameters (between 6 and 11), as the resulting
curve is forced to match the data exactly at all observed frequen-
cies. Maps of α, β and γ can then be produced by computing the
first and second derivatives of the spline function.

Figure 3 illustrates the pros and cons of the above-mentioned
methods. Both the simple power law and the log-log quadratic poly-
nomial are seen to provide poor fits simply because the physics is
more complex than these functions can model. The figure shows
that a power law is a poor approximation even in the synchrotron-
dominated regime ν ∼

> 1 GHz, because of a distinct steepening
of the spectrum towards higher frequencies. However, the figure

Figure 4. The eigenvalues λi/11 for the 11 principal components, which
can be interpreted as the fraction of the total variance at the 11 frequencies
that each component explains.

shows that going to the opposite extreme and allowing too many fit-
ting parameters causes problems as well, from overfitting the data.
The spline blindly goes through all the data points without any re-
gard for what constitutes physically reasonable behavior, and sure
enough is seen to perform poorly when forced to extrapolate. The
ability to extrapolate reliably is crucial to our sky model because
many of our input maps have only partial sky coverage. A related
drawback of the spline approach is that if one of the input maps has
more noise or systematic errors than others, this will fully propa-
gate into the model rather than getting “voted down” by the other
input maps.

A final problem, seem most clearly in the bottom panel, is
caused by fitting the log of the temperature rather than the tempera-
ture itself: a relatively modest error in the predicted log-temperature
translates into an exponentially amplified error in the temperature
itself. The logarithmic fitting also complicates the modeling of
measurement errors: if they are symmetrically distributed around
zero and uncorrelated with the sky signal in the raw input maps, this
is no longer true for the log-maps. In contrast, a linear combination
of the linear input maps would preserve such desirable statistical
properties of the noise.

3.2.3 Principal Component Analysis

The above examples suggest that we should try a method that: (1)
can fit the spectral behavior of the data with as few parameters as
possible; and (2) is linear (takes some linear combination of the raw
input maps). In other words, we want a linear fitting method where
the data itself is allowed to select the optimal parametrized form
for the frequency dependence. Fortunately, the standard tool known
as Principal Component Analysis (PCA) does exactly this (92). In-
deed, we find that PCA performs better than all the approaches tried
above when we implement it as described below.

c⃝ 2008 RAS, MNRAS 000, 1–16
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Figure 6. The first three principal components, which can be crudely in-
terpreted as maps of total “stuff” (top), synchrotron fraction (middle) and
thermal dust fraction of non-synchrotron emission (bottom). The color scale
corresponds to lg(T/1K) in the top panel, and sinh−1(T/1K)/ ln 10 in
the other panels to handle negative values (since sinh−1 x/ ln 10 ≈ lg |x|
for x ≫ 1 and for large positive and negative values, while it is roughly
linear near zero).

another 19%, the third explains another 0.6%, and all the remain-
ing eight components combined explain merely the last 0.3%. This
is very convenient: we set out searching for a way to accurately
parametrize the frequency dependence of the radio sky with as few
parameters as possible, and have found that as few as two parame-
ters capture more than 99% of the information.

Although principal component analysis is quite a standard
data analysis technique (92), our analysis also includes some non-
standard procedures, tailored for the particular challenges that our
global sky modeling problem poses:

• We diagonalize R rather thanC.
• We perform no mean removal.
• We make up for missing data by fitting to only the best princi-

pal components.

• We perform frequency interpolation by splining lg σi and the
component spectra.

Let us now explain each of these procedures in more detail.
Diagonalizing R rather than C corresponds to using the nor-

malized maps rather than the raw maps as input for the PCA. We
made this choice because we are equally interested in providing a
good fit (in terms of percent of rms explained) at all 11 frequen-
cies. If one took the raw maps as input, the PCA would instead
focus almost entirely on optimizing the fit to the lowest frequency
maps, since the increase of synchrotron temperature towards lower
frequencies causes them to have by far the largest rms signal mea-
sured in Kelvin. This usage of the normalized maps also has the
advantage that the spectra of the dominant physical components
become rather gently varying functions of frequency, which makes
them much easier to linearly fit (see Figure 5). This eliminates the
need for logarithmic fits and their above-mentioned problems.

In a standard PCA, one diagonalizes the covariance matrix
⟨(z − ⟨z⟩)(z − ⟨z⟩)t⟩. We instead diagonalize the matrix ⟨zzt⟩,
i.e., do not subtract off the mean from the normalized maps before
computing their second moment matrix. This is because, as quan-
tified in Section 4, this procedure makes the method more accurate
in regions with incomplete data: whereas the principal components
from the region with 11 frequency data work well across the en-
tire sky (basically, because they reflect underlying physical emis-
sion mechanisms which are the same everywhere), the 11 mean va-
lues from this region are not at all representative for other regions,
as they depend strongly on Galactic latitude. By not removing the
mean, we also exploit the physical property that none of the dom-
inant foreground components can ever contribute a negative inten-
sity5.

Whereas a standard PCA can be performed in the region
shown in Figure 2 where all 11 frequencies have been observed,
we wish to build a global sky model covering the entire sky. For-
tunately, we have mi ! 6 measured frequencies available every-
where, and have found that much fewer than 6 parameters are re-
quired for an excellent fit. We therefore take the best m∗ principal
components determined in the region with complete data and fit
them to the data available. In Section 4 we will explore what is
the best choice of m∗ by quantifying the accuracy attained using
1 " m∗ " 5 components. We perform this fitting by modeling the
observed data in a pixel withmi observed frequencies as

zi = P̃iãi + ni, (14)

where the tildes indicate that we are truncating to only m∗ compo-
nents: P̃i is the mi × m∗-dimensional matrix containing the m∗

first principal components as its columns, ãi is them∗-dimensional
vector corresponding to the firstm∗ principal component maps (see
Figure 5), zi contains themi normalized input maps that have data
for this pixel, and the residual ni models random noise from both
measurement errors and additional principal components not in-
cluded in the fit. We perform this fitting separately for each pixel i
by minimizing

χ2 ≡ (zi − P̃iãi)
t
N

−1
i (zi − P̃iãi), (15)

which gives the solution

5 The only sky signal with a non-CMB spectrum that can give a negative
temperature contribution is the thermal SZ effect, and it makes a rather neg-
ligible contribution compared to the synchrotron, free-free and dust compo-
nents.

c⃝ 2008 RAS, MNRAS 000, 1–16

The first three principal components, which can 
be crudely interpreted as maps of total “stuff”, 
synchrotron fraction and thermal dust fraction.

~99% of the power is the 
in first three components
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Figure 5. In the top panel we show the four columns of the mix-
ing matrix representing the four ICs. The brightness temperatures
of the foreground contributions along a random line of sight are
shown in the bottom panel. We see that the ICs are each a scaled
mixture of the foreground contributions.

4 RESULTS

4.1 The Independent Components

The top panel of Fig. 5 shows the four ICs found by fastica
for a clean data cube. These ICs are the columns of the
mixing matrix, A. For comparison we show the line of sight
�Tb of the simulated foreground contributions in the bottom
panel of Fig. 5.

We can see that no single component corresponds to
any one single foreground contribution, even when process-
ing a clean data cube. Instead, the components are all a
mixture. While in ICs 2 and 4 the presence of Galactic syn-
chrotron is obvious, in the other components the combina-
tion of the contributions is not so clear. It is also worth
noting that while IC4 shows a significant contribution from
Galactic synchrotron, it is inverted. fastica can only deter-
mine the ICs up to a multiplicative constant and so the sign
and magnitude of the components are irrelevant.

The coe�cients of the ICs are stored in the matrix s
and are presented in Fig. 6, Fig. 7, Fig. 8 and Fig. 9. We
can compare these coe�cients to the maps of the foreground
contributions, Fig. 10, Fig. 11 and Fig. 12. We see that all
four coe�cients are a mixture of the contributions as ex-
pected.

4.2 Fitting Errors and Variance

We will first discuss the fastica results on the simulation
where the data cube has been convolved with the PSF, the
data processing is carried out in real space and four ICs
are assumed. The word ‘simulated’ is used to refer to the
input maps and ‘reconstructed’ is used for the estimates
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Figure 6. The first coe�cient map of the ICs when fastica
processes the clean data cube.
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Figure 7. The second coe�cient map of the ICs when fastica
processes the clean data cube.
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Figure 8. The third coe�cient map of the ICs when fastica
processes the clean data cube.

c� 0000 RAS, MNRAS 000, 000–000

Foreground removal using fastica 7

120 140 160 180 200

−5

0

5

ν / MHz
M

ix
in

g 
M

at
rix

 

 

IC1 IC2 IC3 IC4

120 140 160 180 200

0

2

4

6

8

ν / MHz

δ 
T b / 

K

 

 
Extragalactic Foregrounds
Galactic free−free
Galactic Synchrotron

Figure 5. In the top panel we show the four columns of the mix-
ing matrix representing the four ICs. The brightness temperatures
of the foreground contributions along a random line of sight are
shown in the bottom panel. We see that the ICs are each a scaled
mixture of the foreground contributions.
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The top panel of Fig. 5 shows the four ICs found by fastica
for a clean data cube. These ICs are the columns of the
mixing matrix, A. For comparison we show the line of sight
�Tb of the simulated foreground contributions in the bottom
panel of Fig. 5.

We can see that no single component corresponds to
any one single foreground contribution, even when process-
ing a clean data cube. Instead, the components are all a
mixture. While in ICs 2 and 4 the presence of Galactic syn-
chrotron is obvious, in the other components the combina-
tion of the contributions is not so clear. It is also worth
noting that while IC4 shows a significant contribution from
Galactic synchrotron, it is inverted. fastica can only deter-
mine the ICs up to a multiplicative constant and so the sign
and magnitude of the components are irrelevant.

The coe�cients of the ICs are stored in the matrix s
and are presented in Fig. 6, Fig. 7, Fig. 8 and Fig. 9. We
can compare these coe�cients to the maps of the foreground
contributions, Fig. 10, Fig. 11 and Fig. 12. We see that all
four coe�cients are a mixture of the contributions as ex-
pected.

4.2 Fitting Errors and Variance

We will first discuss the fastica results on the simulation
where the data cube has been convolved with the PSF, the
data processing is carried out in real space and four ICs
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Figure 6. The first coe�cient map of the ICs when fastica
processes the clean data cube.
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Figure 7. The second coe�cient map of the ICs when fastica
processes the clean data cube.
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Figure 8. The third coe�cient map of the ICs when fastica
processes the clean data cube.
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Figure 5. In the top panel we show the four columns of the mix-
ing matrix representing the four ICs. The brightness temperatures
of the foreground contributions along a random line of sight are
shown in the bottom panel. We see that the ICs are each a scaled
mixture of the foreground contributions.
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The top panel of Fig. 5 shows the four ICs found by fastica
for a clean data cube. These ICs are the columns of the
mixing matrix, A. For comparison we show the line of sight
�Tb of the simulated foreground contributions in the bottom
panel of Fig. 5.

We can see that no single component corresponds to
any one single foreground contribution, even when process-
ing a clean data cube. Instead, the components are all a
mixture. While in ICs 2 and 4 the presence of Galactic syn-
chrotron is obvious, in the other components the combina-
tion of the contributions is not so clear. It is also worth
noting that while IC4 shows a significant contribution from
Galactic synchrotron, it is inverted. fastica can only deter-
mine the ICs up to a multiplicative constant and so the sign
and magnitude of the components are irrelevant.

The coe�cients of the ICs are stored in the matrix s
and are presented in Fig. 6, Fig. 7, Fig. 8 and Fig. 9. We
can compare these coe�cients to the maps of the foreground
contributions, Fig. 10, Fig. 11 and Fig. 12. We see that all
four coe�cients are a mixture of the contributions as ex-
pected.
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We will first discuss the fastica results on the simulation
where the data cube has been convolved with the PSF, the
data processing is carried out in real space and four ICs
are assumed. The word ‘simulated’ is used to refer to the
input maps and ‘reconstructed’ is used for the estimates
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Figure 6. The first coe�cient map of the ICs when fastica
processes the clean data cube.
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Figure 7. The second coe�cient map of the ICs when fastica
processes the clean data cube.
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Figure 8. The third coe�cient map of the ICs when fastica
processes the clean data cube.
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Figure 9. The fourth coe�cient map of the ICs when fastica
processes the clean data cube.
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Figure 10. The simulated extragalactic foregrounds at 150 MHz.

resulting from fastica. The total input signal is separated
into reconstructed foregrounds and residuals. The residuals
are the di↵erence between the original mixed signal and the
reconstructed foregrounds.

To evaluate the accuracy of the foreground fitting by
fastica, we calculated the foreground fitting error, Equa-
tion 18, for each pixel.

fitting error =
fgreconstructed � fgsimulated

fgsimulated

⇥ 100.0 (18)

In Fig. 13 we plot the Pearson correlation coe�cient
between the foreground fitting errors and foregrounds (top)
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Figure 11. The simulated Galactic synchrotron foregrounds at
150 MHz.
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Figure 12. The simulated Galactic free-free foregrounds at 150
MHz.
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Figure 15. The variance across the simulated (red; dash) and
reconstructed 21-cm maps (blue; solid) for the fiducial data and
data which has had Fourier filtering of modes below 2,3 and 5
PSF scales (in reading order).
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Figure 16. The reconstructed 21-cm signal at 150 MHz for dirty
data. We see that while there is a strong correlation between the
large scale structure in this image and the original signal, Fig.
2, there is also a large amount of excess small scale structure,
probably due to noise leakage into the foregrounds.

4.2.1 Varying the Number of ICs

The fastica algorithm requires specification of the number
of ICs to be used in the reconstructed foreground model.
Though we have modelled the various foreground contribu-
tions, it is not a trivial task to determine how these depend
on each other and to what degree. To test the sensitivity of
our results to the number of ICs chosen we calculate the rms
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Figure 17. The rms error of the 4 IC reconstructed foregrounds
for when all pixels are considered (blue;dash) and when only
the middle 68 per cent of the error distribution is included
(blue;solid). Also, the rms errors of the reconstructed foregrounds
for fastica applied according to models with 2 (red; dot) and 6
(black; dashdot) ICs, with only the middle 68 per cent of the error
distribution included.
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Figure 18. The variance across the simulated (red; dash) and
reconstructed maps at each frequency, for the fastica algorithm
run with the assumption of 2 (black; dot), 4 (blue; solid) and 6
(pink; dot dash) ICs. The data has been Fourier filtered at the 5
PSF scale.

error and variance recovery for IC numbers of 2, 4 and 6 in
Fig. 17 and Fig. 18.

We see that small variations in the number of ICs does
not endanger the statistical recovery of the 21-cm signal. For
the remainder of this paper, four ICs are assumed.

c� 0000 RAS, MNRAS 000, 000–000

6 E. Chapman et al.

Degrees

D
eg

re
es

 

 

0 5 10

0

2

4

6

8

10

δ Tb / K

0 0.02 0.04

Figure 2. The 21-cm signal at 150 MHz, convolved with the
PSF. The signal is entirely in emission - this map has been ad-
justed to have a mean of zero to reflect the observations of an
interferometer.

3.4 Dirty Images

The success of an interferometer such as LOFAR is highly
dependent on how uv space is sampled. The particular pat-
tern of uv sampling forms a beam which a↵ects how the
components such as the foregrounds are seen by the inter-
ferometer. Dirty images were simulated by convolving with
the PSF of the LOFAR set up used to simulate the noise in
the previous section, Fig. 2 and Fig. 3.

The PSF used for creating dirty images (and for cre-
ating the noise as described in the previous section) was
chosen to be the worst in the observation bandwidth - i.e.
the PSF at 115 MHz. In observations the synthesized beam
decreases in size with increasing frequency, causing point
source signals to oscillate with the beam, producing a fore-
ground signal with an oscillatory signal very much like that
of the 21-cm signal. However, this mode-mixing contribu-
tion has been found not to threaten the 21-cm recovery and
have a power well below the 21-cm level (Bowman et al.
2006; Liu, Tegmark & Zaldarriaga 2009). As such we leave
the consideration of a frequency dependent PSF to a future
paper.

Once the foregrounds and 21-cm signal have been ad-
justed for uv sampling, the three component cubes are added
together. The components of the total �Tb along a random
line of sight are shown in Fig. 4.

3.5 Fourier Transformed Data

The fastica method was implemented separately with data
both in real and Fourier space. For the latter method, the
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Figure 3. The total contribution of the simulated foregrounds at
150 MHz, convolved with the PSF.
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Figure 4. The redshift evolution of the simulated cosmological
signal (red; dash dot), foregrounds (pink;solid), noise (blue; dash)
and total combined signal (black; dot). All components have un-
dergone the PSF convolution. Note the 21-cm signal has been
amplified by 10 and displaced by -1K for clarity.

fiducial image cube was 2D Fourier transformed at each fre-
quency to create a Fourier data cube. The complete cube was
then processed with fastica and the output reverse Fourier
transformed to obtain the ICs in real space. Unless otherwise
stated all results refer to real space implementation.
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Figure 2. The 21-cm signal at 150 MHz, convolved with the
PSF. The signal is entirely in emission - this map has been ad-
justed to have a mean of zero to reflect the observations of an
interferometer.

3.4 Dirty Images

The success of an interferometer such as LOFAR is highly
dependent on how uv space is sampled. The particular pat-
tern of uv sampling forms a beam which a↵ects how the
components such as the foregrounds are seen by the inter-
ferometer. Dirty images were simulated by convolving with
the PSF of the LOFAR set up used to simulate the noise in
the previous section, Fig. 2 and Fig. 3.

The PSF used for creating dirty images (and for cre-
ating the noise as described in the previous section) was
chosen to be the worst in the observation bandwidth - i.e.
the PSF at 115 MHz. In observations the synthesized beam
decreases in size with increasing frequency, causing point
source signals to oscillate with the beam, producing a fore-
ground signal with an oscillatory signal very much like that
of the 21-cm signal. However, this mode-mixing contribu-
tion has been found not to threaten the 21-cm recovery and
have a power well below the 21-cm level (Bowman et al.
2006; Liu, Tegmark & Zaldarriaga 2009). As such we leave
the consideration of a frequency dependent PSF to a future
paper.

Once the foregrounds and 21-cm signal have been ad-
justed for uv sampling, the three component cubes are added
together. The components of the total �Tb along a random
line of sight are shown in Fig. 4.

3.5 Fourier Transformed Data

The fastica method was implemented separately with data
both in real and Fourier space. For the latter method, the
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Figure 3. The total contribution of the simulated foregrounds at
150 MHz, convolved with the PSF.
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Figure 4. The redshift evolution of the simulated cosmological
signal (red; dash dot), foregrounds (pink;solid), noise (blue; dash)
and total combined signal (black; dot). All components have un-
dergone the PSF convolution. Note the 21-cm signal has been
amplified by 10 and displaced by -1K for clarity.

fiducial image cube was 2D Fourier transformed at each fre-
quency to create a Fourier data cube. The complete cube was
then processed with fastica and the output reverse Fourier
transformed to obtain the ICs in real space. Unless otherwise
stated all results refer to real space implementation.
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K-L transformation

Foreground removal is performed by projecting 
out modes with low signal-to-foreground ratio



HIEMICA 

HI Expectation-Maximization Independent Component Analysis 

Extension of spectral matching (SMICA) from 2D CMB maps to 3D 
21-cm signal 

Bayesian inference of power spectra and maps and separates 
foregrounds from signal based on the diversity of their power spectra 
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particularly useful. Obviously, by taking the 3D Fourier
transform along the frequency axis and two angular di-
rections, one has

s̃(u, ⌘) =

Z
s(✓, ⌫) e�2⇡i (⌫⌘+u·✓)

d✓d⌫ . (5)

The foreground components can also be expressed in
terms of their 2D Fourier modes. For the i-th compo-
nent, one has

f̃i(u) =

Z
fi(✓) e

�2⇡iu·✓
d✓ (i = 1, · · · , Nc) . (6)

To first order, we assume that M is constant across the
whole sky and therefore independent of ✓. By performing
the angular Fourier Transform Eq. 4 can be rewritten in
Fourier space as

x̃u(⌫) = s̃u(⌫) +Mf̃u(⌫) . (7)

According to Eq. 5, expressing s̃(u, ⌫) in terms of s̃(u, ⌘)
yields

x̃u(⌫) = F
�1
k su(⌘) +Mf̃u(⌫) (8)

where s̃u(⌘) = (s̃u1, · · · , s̃uN⌫ )
T (actually N⌫ = N⌘ in

FFT) and we have introduced the operator Fk (or F�1
k )

to represent the 1-D Fourier transform in ⌫ (and vice
versa), and ⌘ is the Fourier dual of ⌫. Note that here
we perform the “true” Fourier transform of the sky tem-
perature x(✓, ⌫) along the line-of-sight direction (i.e., the
“true” frequency axis) rather than a “delay transform”
(which is the Fourier transform in frequency of the spec-
trum measured by a single baseline) and thus leads to
the “mode-mixing” phenomena (see Liu et al. (2014a)
for details).
Accounting for all pixels in the uv-plane, this linear

mixture model can then be written in a compact manner
as

x̃=Bx̃p (9)

with B = H⌦ IN✓ , H =
⇣
F

�1
k ,M

⌘

where x̃p = (̃sT , f̃T )T , B is the Kronecker product (de-
noted by ⌦) ofH with the N✓⇥N✓ identity matrix andH

is a partitioned matrix with dimensions N⌫ ⇥ (N⌫ +Nc)
and x̃ has been defined in Eq. 3. s̃ and f̃ are vectors
of length N✓ ⇥ N⌫ and N✓ ⇥ Nc, respectively, stacked

as s̃ =
⇥
s̃
T
⌘=1, · · · , s̃T⌘=N⌫

⇤T
and f̃ =

h
f̃
T
i=1, · · · , f̃Ti=Nc

iT
,

where s̃⌘ denotes the N✓-element vector collecting all the

uv-pixels at ⌘ and f̃
i the Nc-element vector collecting all

the uv-pixels for the i-th foreground component.
By inserting Eq. 9 into Eq. 3, the measurement equa-

tion can be finally expressed as

y = �Bx̃p + n (10)

2.3. ICA assumption

The Independent Component Analysis (ICA) assump-
tion is that the data can be considered as a linear mix-
ture of a set of statistically mutually independent com-
ponents. The cosmological 21-cm signal is expected to be
well approximated by an isotropic Gaussian random field
and uncorrelated with foregrounds. If we also consider

that the di↵use foregrounds consist of several statistically
Independent Components (ICs), each of them also being
an isotropic Gaussian random field with zero mean, then
the covariance matrix of x̃p becomes a diagonal matrix,
namely

C =
⌦
x̃px̃

†
p

↵
=

 ⌦
s̃s̃

†↵
0

0

D
f̃ f̃

†
E
!

(11)

where the diagonal matrices of
⌦
s̃s̃

†↵ and
D
f̃ f̃

†
E
can be

derived by the 3D power spectrum of the HI signal and
the angular power spectra of ICs, defined through

hs̃(u, ⌘)s̃⇤(u0
, ⌘

0)i=PHI(u, ⌘)�(u� u
0)�(⌘ � ⌘

0) (12)
D
f̃i(u

0)f̃⇤
j (u)

E
= �ij�(u� u

0)Ci
f (` = 2⇡|u|) (13)

where the relation ` = 2⇡|u| has been used in the flat-
sky approximation. Notice that physical sources such as
the Galactic synchrotron and free-free emissions have a
non-zero cross-correlation and their spatial distributions
clearly appear to be non-isotropic, though, as we will
demonstrate, the ICA assumption can be regarded as an
e↵ective decomposition of sources and does not appear
to a↵ect our ability to remove foregrounds.
We also assume that the instrument noise is an uncor-

related Gaussian distribution, resulting in a diagonal co-
variance matrix N =

⌦
nn

†↵ which can be obtained from
a reasonable noise model.
In cosmology, however, the power spectrum is typically

represented in the (k?, kk) comoving coordinates. If the
observed frequency band is small enough (i.e., probing a
small range in redshifts) and in the flat-sky approxima-
tion, there is a linear mapping between these variables:

u =
k?Dc(z)

2⇡
; ⌘ ⇡ c (1 + z)2

2⇡H0⌫21E(z)
kk, (14)

where E(z) ⌘
p

⌦m(1 + z)3 + ⌦⇤, ⌫21 is the rest fre-
quency of the 21-cm line, Dc is the transverse comoving
distance, z is the redshift of the observation, H0 is the
Hubble parameter, c is the speed of light, and ⌦m and
⌦⇤ are the normalized matter and dark energy density,
respectively. The radial wavenumber k? and the angular
wavenumber kk are the components of the wavenumber k
perpendicular and parallel to the line-of-sight direction,
respectively. Therefore inserting Eq. 14 into Eq. 12, we
obtain the relation of the power spectrum defined under
the di↵erent coordinates:

PHI(k?, kk) =
c (1 + z)2

H0⌫21E(z)
PHI(u, ⌘). (15)

The goal of our analysis is to identify and separate the
components from visibility data that contains mixtures
of foregrounds and signal. Using a Bayesian framework
proposed by Snoussi et al. (2002) for CMB data, we will
show that, without any assumption on priors, by per-
forming a semi-blind independent component analysis for
which only the noise covariance matrix N is well known,
the components can be successfully separated by jointly
estimating the covariance matrix C and the mixing ma-
trix M, and an accurate estimate for the power spectrum
of the HI signal can be obtained.
LIKELIHOOD.... In realistic observations, likelihood

function is hard to evaluate, so we discuss it in paper?
⌦
yy

†↵ = �BCB
†
�

† +N (16)

Measurement equation:

visibilities(u,v,f)

beam(x,y,f)
sampling(u,v,f)

noise(u,v,f)

mixing matrix
FT in k‖

s(u,v,η)
fi(u,v){i=1,…nc}

Zhang et al, ApJS, 2016
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(a) Input total foregrounds (b) Recovered total foregrounds

(c) Input 21-cm signal (d) Recovered 21-cm signal (S/N=1) (e) Recovered 21-cm signal (S/N=5)

Fig. 5.— Same as Fig. 3, but for the total foregrounds and the 21-cm signal to clearly illustrate that a successful separation was achieved
by the HIEMICA-cleaning process. There is an overestimate of the 21-cm signal in the case of S/N=1 for the simulated data, which
probably is caused by a noise leakage into the estimated signal, and is an almost perfect recovery over all scales for S/N=5.

(a) S/N=1 (b) S/N=5

Fig. 6.— Dependence of the number of independent components on 21-cm signal recovery, for the data with S/N=1 (left) and 5 (right).
We show the spherically averaged three-dimensional power spectra of the simulated 21-cm signal(black), noise (black-dotted), reconstructed
21-cm signal for the HIEMICA algorithm run with the assumption of Nc = 2 (red-dotted), 3 (green-dashed) and 4 (blue long-dashed),
respectively. Vertical bars indicate the 1-� errors estimated from 10 realizations and horizontal bars the bin-width of �k = 0.0186. The
statistical uncertainties are typically smaller than the symbol sizes and mostly invisible.



foreground removal via 
Machine Learning 

⽣成对抗⽹络 GAN
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• HI signal is unpolarized; but polarized foregrounds leak into total 
intensity channel of receivers (~10 mK)  

• Polarized foregrounds not smooth due to Faraday rotation

Polarization leakage


